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Within a worldwide business-strategic project the development of a software system requires a methodology to 
monitor resources consumption and service levels since high level design. IRIDIUM

®
 is a digital communication 

network based on satellites, designed to provide personal mobile services anywhere on earth. Telesoft developed 
an Operation and Maintenance Center for the Iridium's Gateways and this paper describes the analysis to predict 
performance along the development life cycle, the tools employed and the performance verification just before the 
delivery. 

 

 

 

According to the traditional approach to software development, functional requirements are the basis for the 
design and the adherence to these requirements is checked all along the development cycle. On the contrary, the 
verification of non-functional requirements, as response times or resources usage is postponed to the last step 
before the delivery, trusting in system tuning to reduce unexpected performance gaps. This approach, known as 
"fix it later", can be effective and cost saving whenever performance are not crucial to the success of the project or 
when a consolidated technology is applied. Otherwise, it will be a risky approach. Performance test could reveal 
dramatic inefficiencies, which cannot be fixed with the simple modification of some parameters. Probably it will 
require deeper modifications, such as architectural review or user requirement revision. If so, the delivery is 
delayed, the costs grow and the business objectives can be missed. 

Building a performance model is a helpful way to monitor the development process and to optimize the efforts. It is 
based on vague estimations and assumptions at the beginning, then it is fed with more and more accurate 
information in the following steps. Critical components of the design or potential bottlenecks can be identified at an 
early phase of the project lifetime. Moreover, it provides quantitative indications to size the machines for the 
development, the test and the target environment. 
This paper describes the methodology of performance engineering adopted in Telesoft, documenting its first 
implementation and evaluating the results. The activity lasted for about one year and started with a linear model of 
the OMC-G, soon employed in system sizing. Once the coding activity was completed, the model has been refined 
and validated. The load test revealed that the system met performance objectives. 

Telesoft: software solutions for suppliers of telecommunication services 
Telesoft S.p.A. was founded in 1989 by Telecom Italia and Finsiel, with the mission to design and develop system 
and software tools for the management of telecommunication networks and services. Telesoft gained the 
leadership in the Italian market of large national carriers and recently entered the international market. It is certified 
ISO 9001 since 1996. 



 

Main accomplishments include: 

• network management systems; 

• business management systems; 

• software platforms for communication and operating support. 

The IRIDIUM® project and the management system OMC-G 
Telesoft started in November 1993 a technical collaboration with Telespazio and Motorola for the development of 
an Operation and Maintenance Center for IRIDIUM

®
's

 
Gateway (OMC-G). 

IRIDIUM
® 

Global Personal Communications System1 is a mobile digital system for personal communication based 
on satellites. It is designed to permit all kinds of telephone transmission -voice, data, fax, and messaging- and to 
reach every destination on Earth's surface. Motorola designed the system that will be operating from September 
1998. 

The IRIDIUM
®

 network consists of 66 interconnected satellites orbiting 421 nautical miles far from the Earth. 
Gateways provide the interconnection between IRIDIUM

®
 terminals and the terrestrial telephone networks. Up to 

32 Gateways will be installed all around the world. OMC-G is the Operation and Maintenance Center for IRIDIUM
®

 
Gateways. 

OMC-G provides centralized services for the management and control of Gateway's elements and most of the 
services defined in ITU TMN (Telecommunication Management Network). 

IRIDIUM
®

 is a software mega-project (~15 MLOC) composed of organization units (segments) interfacing each 
other. Software is a critical component for all IRIDIUM

®
 subsystems and is developed concurrently by 

geographically scattered segments. Software Quality and Performance become critical for the success of the 
whole system. This is why Motorola chose to impose an improving method for the software development process 
based on SEI Capacity Maturity Model (CMM). In particular, the importance of the OMC-G role suggested to build 
a model of the system since the design phase, in order to predict performance and capacity. 

The development of a performance model of the system starting from high level design 
The advantages deriving from monitoring the effectiveness of OMC-G development and from the opportunity of 
getting quantitative information for hardware sizing, suggested to define a performance model of the system since 
the beginning of the development cycle. The goal is to keep resource requirement below 50% of total capacity. 
The methodology is described in the following logical steps: 

1. Workload characterization, analyzing the interactions from external systems and user activity; 

2. Definition of transactions, identifying the software components involved in the processing of each single type 
of workload; 

3. Definition of the execution profile for each transaction, with details on the "atomic" operations; 

4. Measurement of resource consumption for each "atomic" operation; 

5. Estimation of resource consumption for each transaction; 

6. Computation of system resource usage for several workload scenarios. 

The first step, workload characterization, is based on project documents like functional specifications and 
architectural design. Workloads have been grouped in six classes, as the following table shows2, according to the 
kind of elaboration induced on the system. 

 

                                                           
1 Iridium

®
 is a registered trademark and Service Mark of Iridium LLC. All other products or services mentioned in 

this document are the trademarks or service marks of the respective owners. 
2The model described in this paper has been simplified in order to improve reading. 



 

Load classes Description 

CM files Collection of configuration files (Configuration Management) from external systems 
and dispatching to other systems via FTP 

CDR files Collection of CDR (Call Detailed Record) files from external systems and 
dispatching to other systems via OSI FTAM and FTP 

SNMP alarms  Alarms and events, in the form of SNMP trap, from the managed systems 

MML alarms  Alarms from the switching system via MML  (Man Machine Language) 

GUI Operator activity from graphical interface 

Table 1 - Description of the classified types of load 
 

After workload characterization, the internal transactions are defined. Architectural design documents are 
consulted to identify the interested software modules for each load class. (Step 2). 

Counting the atomic operations derives an execution profile of the transactions. It is useful to consult detail design 
documents with SDL (Specification and Description Language) graphs that represent the execution flow and the 
communication channels. Informal interviews with the software engineers provide essential details on the technical 
solutions that will be adopted. The output of Step 3 consists in a matrix with the number of executions of atomic 
operations for each transaction. An estimate of the number of active processes and the total number of 
instructions is also provided. The following atomic operations have been considered: fork/exec, thread creation, 
send and receive of SNMP PDU, SNMP session open/close, pipe creation, pipe I/O, FTP put/get, FTAM file 
transfer, SQL operations. 

In Step 4 we measure resource consumption for every kind of atomic operation. Simple C programs are 
implemented in order to simulate the operating behavior of our application. We instrument the code with specific 
system calls that trace CPU time, memory occupation and number of I/Os. Particular atomic operations like SNMP 
traps and FTP/FTAM file transfers are implemented with shell scripts and measured with the Unix commands 
time, ps and iostat. A prototype of the GUI has been used to weigh operator activity. 

Transactions are then associated to an estimate of resources consumption, obtained by adding the weight of 
single atomic operations (Step 5). 

Finally, resources usage is predicted according to different workload scenarios. For instance, in the following table 
an estimate of CPU consumption for one-hour load is presented. 

 



 

Transaction Description executions 
per  hour 

single 
consumption 

(sec.) 

total 
consumption 

(sec.) 

SNMP alarm generic alarm 400 6 2400 

MML alarm generic alarm 200 7 1400 

CDR file from 
SYSTEM 1 

collection of 15MB file via 
FTAM 

1 177.668 177.668 

CDR file from 
SYSTEM 2 

collection of 5 MB file via 
FTP 

1 48.897 48.897 

CM file collection of 100 KB 
configuration data file 

12 10.428 125.136 

GUI navigation on GUI 
windows (8 operators) 

1920 2 3840 

TOTAL (CPU time in seconds)   7991.701 

Table 2 - CPU consumption for one-hour workload scenario 
 

The linear model is highly indeterminate in this phase. In fact, the operating behaviors and the interfaces with the 
external systems are not completely defined yet. Moreover, since an incremental development strategy has been 
adopted, detail design is not even implemented for some functional blocks. This methodology has been applied 
with more accuracy where all the information is available. Otherwise, assumptions are obtained by comparing 
measurement of similar functionality from other systems. 

In spite of some arbitrary assumptions, we believe that the results of predictions can provide significant indications. 
In the hypothesis that the error introduced for each transaction is lower than 100% and that algebraic sum 
compensate errors in model computation, we are confident to reach a satisfactory degree of accuracy (we 
consider satisfactory an estimate whose distance form the actual value is lower than the 50%). 

Sizing of the system 
System sizing is a crucial aspect because OMC-G is installed in 32 sites scattered around the world and 
unplanned hardware upgrades would involve costs and logistic complications. Workload will increase while the 
number of IRIDIUM

®
 subscriber get larger, both for traffic volume and Gateway internal complexity. The sizing 

goal is to keep system resource usage below 50% of capacity (CPUs usage is meant) in a busy hour scenario. 
Moreover, hardware configuration should permit CPU and memory upgrade, up to double the number of CPUs 
and the size of the RAM. 

Considering that OMC-G operating system is Sun Solaris 2.5, the choice of the machine was oriented on a 
SPARCserver 1000E with four processors and 512 MB RAM, eventually scalable to 8 CPUs and 1 GB RAM. 
However, SUN Microsystems was launching the Ultra Enterprise server family, with an innovative architecture, 
better performance and high scalability. It raised economic consideration on the best investment. 

The OMC-G performance model supported the decision among different hardware configurations producing 
predictions on resource usage in several workload scenarios. Motorola provided four Gateway models on the 
basis of the number of subscribers. From each Gateway model it is possible to derive a different daily and busy 
hour traffic scenario for OMC-G workload. Sizing is referred to the "worst case", that is to say busy hour traffic for 
every traffic type. 

If we put in the matrix described in Table 2 the number of transaction per hour related to each Gateway model, we 
obtain total CPU time for the different scenarios. CPU usage has been derived for two hardware configurations, 



 

SPARCserver 1000E with four 85 MHz CPUs and Ultra Enterprise 4000 with four 167 MHz, as reported in the 
following table.3: 

 

 Gateway 1 Gateway 2 Gateway 3 Gateway 4 

CPU time (seconds) consumed in one hour 

(one 60 MHz processor ) 

12409.65 12454.01 13255.37 13902.17 

processing resource usage 

(SPARCserver 1000E, 4 CPUs,  85 MHz) 

94.80 % 95.13 % 101.26 % 106.20 % 

processing resource usage 

 (Ultra Enterprise 4000, 4 CPUs, 167 MHz) 

49.59 % 49.76 % 52.97 % 55.55 % 

Table 3 - Processing resource usage on alternative hardware platforms for different workload scenarios 
 

Processors usage for the SPARCserver 1000E has been computed dividing CPU time (obtained considering 70% 
of CPU seconds consumed in one hour by a 60 MHz processor, adding 10% as system overhead) by the constant 
value 10080 (obtained multiplying the seconds in one hour by the number of processors and by 0.7). 

The relation between 60 MHz and 85 MHz CPUs has been derived on the basis of comparative measurement of 
execution time for simple CPU-bound programs. The 10 % of system overhead have been added to compensate 
approximations on transactions weighing. The factor 0.7 has been introduced because the processing capacity in 
multi-processor is not completely exploitable by an application. It is overestimated (0.8 is more accurate) to 
prevent the risk of undersizing the machine. 

Resource usage for Ultra Enterprise 4000 has been obtained from the usage for SPARCserver 1000E 
proportionally to their benchmark ratio (the ratio of SPARC 1000E to Enterprise 4000 is 0.5231). 

Now let's consider memory occupation. An estimate of daemon processes occupation is based in part on the 
analysis of already implemented code and in part on assumptions, similarly to CPU consumption estimates. Then, 
the following workload scenario has been considered: 8 active GUIs, 4 running file transfers (one CDR file and 
three CM files). In the hypothesis that 70% of virtual memory occupation resides in real memory, we estimate real 
memory occupation. The following table relates the results of the prediction: 

 

 virtual memory occupation (MB) 

static occupation 276 

8 GUIs 560 

3 CM file transfers operations 9 

1 CDR file transfer operation 10 

TOTAL 855 

Real memory requirement (70% of virtual 
memory) 

599 

Table 4 - Estimate on memory occupation 
 

                                                           
3 Reported values are related to simplified Gateway models not to overburden the exposition. 



 

According to these results, in the former alternative for the target environment configuration, that is 512 MB RAM, 
the system would introduce paging overhead to manage the workload. 

Massive storage occupation has been estimated on the basis of assumptions on the size of executable files, the 
number of tracing log files, volumes of daily traffic and of retain time. Details on disks sizing are not documented in 
this paper. 

The results of the prediction activity have been presented to Motorola management that decided to adopt SUN 
Ultra Enterprise 4000 with 4 processors, 1 GB RAM and 60 GB mirrored disks as OMC-G server. 

Verification of the predictive activity and building of an analytical model of the system 
The choice of a high scalable hardware platform permitted to soften the control during the coding phase, deferring 
performance verifications to the test phase. When system test is completed, we start to evaluate how far resource 
requirements are from our predictions. 

The following strategy has been adopted. 

OMC-G external systems are simulated with apposite programs, already implemented to support functional tests. 
These simulators are personalized in order to generate controlled and repeatable workloads. We employ a 
"Capture and Replay" tool (XRunner by Mercury Interactive Corporation) to emulate operator activity. 

Test environment is a faithful copy of the target one, according to the OMC-G server hardware and software 
configuration. The tools for workload generation are installed on workstations connected to the server by a LAN, 
so that their activity is not intrusive in performance measurement. The only exception is the simulation of an 
external system that is implemented starting processes on OMC-G server. These processes communicate with 
the application through loopback connections on serial ports. 

The transactions defined in the workload model are executed one by one, when no other tasks are loading the 
server. For each transaction we measure CPU time, the number of I/O operations and the number of sent and 
received network packets. The Collect component of Best/1 by BGS Systems has been helpful to this purpose. 
Unix standard tools as sar, vmstat, netstat, ps, and df have been used to monitor resource usage and process 
status. Transactions are repeated cyclically for the sake of measurement statistical value. 

In order to compare measurement results with the estimates produced to build the former performance model, 
CPU time must be related to the proper processor power. In fact, model estimates are related to a SPARC 60 MHz 
CPU while we measured CPU time on a server with UltraSPARC 167 MHz processors. The ratio between the 
processors is obtained from benchmarks and is worth 0.3212. The comparison between estimated and measured 
values reveals that percent error for single transaction is below 100%, in spite of the high indeterminacy of the 
prediction basis.  

In the following table, together with the evaluation of the estimate accuracy for single transaction, it is reported 
hourly CPU consumption and percent error in two different workload scenarios, the one described in Table 2 and 
the one related to the Gateway 4 model. 

 



 

 CPU time in seconds 
(SPARC  60 MHz) 

CPU time in seconds 
(UltraSPARC 167 MHz) 

 

Transaction Prevision  Prevision  Measurement  Percent error 

SNMP alarms 6 1.927 0.900 (2.700) 53 % (-40 %) 

MML alarms 7 2.248 0.297 (0.891) 87 % (60 %) 

CDR file form SYSTEM 
1 

177.668 57.069 73.689 -29 % 

CDR file from SYSTEM 
2 

48.897 15.706 5.639 64 % 

CM file 10.428 3.350 5.148 -54 % 

GUI (hourly) 3840 1233.455 2352.128 -91 % 

hourly CPU time in the 
scenario described in 
Table 2 

7991.701 2567 2913 (3751) -13 % (-46%) 

hourly CPU time in the 
scenario related to 
Gateway 4 model 

13902.17 4465 4435 (6384) 1 % (-43 %) 

Table 5 - Estimate percent error for CPU consumption 
 

CPU time for alarm management varies in function of the number of active alarms in the Gateway. In fact, at every 
alarm reception OMC-G computes the Gateway status according to the status of all its subsystems. Two different 
measured values are reported, the ones with few hundreds of active alarms and in bracket the ones with 
thousands. 

GUI estimation revealed the worst accuracy at the verification. Previsions were obtained by measuring operator 
activity on a GUI prototype, implemented with the same windowing libraries but with no link to the other OMC-G 
functions. The workload scenario in Table 2 consists of 8 operators, each interacting with the system every 15 
seconds. Verification measurements are related to the normal operator activity on the OMC-G GUI, with the start 
up of heavy tasks such as file collection or active alarm display and filtering. The value in Table 5 has been 
obtained multiplying one-operator CPU consumption by 8. 

In order to size the RAM of the OMC-G server we estimated 855 MB of virtual memory occupation in a realistic 
workload scenario. During load tests we monitored memory management activity and observed an average virtual 
memory occupation of 692 MB, with the maximum at 923 MB. Considering that the server is configured with 1 GB 
RAM, paging activity was not significant. 

Test results provided a chance to refine the performance model of the system, adding details on the number of I/O 
operations and network activity for each transaction. Best/1 by BGS Systems has been used to build an analytical 
model of OMC-G, defining the characteristics of the hardware architecture (server model, number and type of 
processors, memory size, disks configuration, LAN bandwidth) and of transactions (CPU time, I/O operations, X 
activity, network traffic). 

A particular transaction called "noise" completes the model. Its characteristics have been obtained by measuring 
resource usage in no-load condition. 



 

Performance test and model validation 
Finally, the time to verify the actual capacity of the system has come. OMC-G is loaded for a hour with a mix of 
transactions, trying to generate, as far as the facilities of the test environment permit, a busy hour workload. The 
rate of transactions and the volume of data are referred to the Gateway model with the larger number of 
subscribers (Gateway 4). 

Six workstations are employed to load the server in a concurrent way, generating for one hour the following mix of 
transactions (MIX1): 

• one GUI operator activity; 

• 12 MML alarms every 15 seconds (2880 alarms); 

• 4 SNMP alarms every 20 seconds from SYSTEM A (720 alarms); 

• 1 SNMP alarm every 5 seconds from SYSTEM B (720 alarms); 

• 1 CDR file collection from SYSTEM 2 every 32 seconds (112 files); 

• 1 CM file collection every 26 seconds (136 files). 

The analytical model of OMC-G is executed with the same transaction mix. The following table reports a 
comparison between the results of the model and the measured values. CPU usage and the number of I/O 
operations are described. 

 CPU usage I/O per  second 

measured values 31.30 % 72.95 

model results 31.17 % 96.70 

ERROR 0.42 % 24.56 % 

Table 6 - Comparison between model results and measured values (MIX1) 
 

Another workload mix is produced in order to have two evaluation points. The mix (MIX 2) is composed as follows: 

• 12 MML alarms every 150 seconds (288 alarms); 

• 1 SNMP alarm every 7 seconds from SYSTEM A (514 alarms); 

• 1 SNMP alarm every 8 seconds from SYSTEM B (450 alarms); 

• 1 CDR file collection from SYSTEM 1 every 450 seconds (8 files). 

The next table presents the results. 

 

 CPU usage I/O per second 

measured values 19.99 % 71.42 

model results 16.82 % 73.48 

ERROR 18.85 % 2.80 % 

Table 7 - Comparison between model results and measured values (MIX2) 
 

The model revealed an error of 30% at most, referring to scenarios that are different for both transaction rate and 
type. When the model was built, resource consumption for single transaction had been measured while the system 



 

was loaded with the same rate as in MIX1. The model seems to be precise enough to simulate workload scenarios 
similar to MIX1, when CPU usage is between 20-40%. 

Once the model accuracy has been evaluated, it can be used to predict resource usage in a busy hour condition 
for Gateway 4, where it was not possible to generate this workload condition in the test environment. 

The model is executed with the following transaction mix (GATEWAY 4): 

• 8 GUI operators activity; 

• 250 MML alarms; 

• 1000 SNMP alarms; 

• 1 CDR file collection from SYSTEM 1; 

• 1 CDR file collection from SYSTEM 2; 

• 200 CM files collections. 

The model is evaluated under two conditions: in the first one there are few active alarms, so that the Gateway 
status is calculated easily; in the second one there are thousands of active alarms, so that CPU consumption for 
alarm management is three times bigger. Moreover, in the second hypothesis the model is also evaluated 
simulating a hardware upgrade, increasing the server capacity with two processors. The results are reported in the 
following table. 

 

Scenario CPU usage I/O per second 

few active alarms 36.06 % 179.46 

thousand active alarms 48.83 % 178.88 

thousand active alarms with 
HW upgrade (6 CPUs) 

43.41 % 178.88 

Table 8 - Model results for different scenarios 
 
In the figure below CPU usage for the different scenarios is reported. The star (*) denotes the hypothesis 
"thousand active alarms in the system". For MIX1 and MIX2 measured values are reported as well. 

 



 

 

Figure 1 - CPU usage in several workload scenarios 
 

Conclusions 
The results of methodology are satisfactory. In fact, it provided quantitative indications for system sizing since the 
first steps of development. Moreover, it pointed out to the most critical components that required particular care in 
order to meet performance goals. The building of a model referred to detailed workload scenarios facilitated the 
design of performance test, partially repaying the efforts. 

The most work-intensive and delicate phase is weighing of single transactions before the code has been 
implemented. Detailed design documents and informal interviews with the software engineers are helpful to define 
the execution profile and the number of atomic operations for each transaction. However, sometimes the 
interfaces with external systems and the technical solutions were not defined yet. As a consequence, the 
prediction is based on assumptions with a large degree of indeterminacy. In such cases a direct experience on 
performance evaluation for similar systems is precious. 

The effective collaboration of designers, developers and system engineers had a decisive impact on the success 
of the activity. In particular, a special team, composed by all this professional profiles, was created with the specific 
aim of system sizing. Another key factor was the active participation of the customer that provided detailed 
Gateway scenarios. 
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Acronyms 
CDR  Call Detailed Record 
CM  Configuration Management 
CMM  Capability Maturity Model 
FTAM  File Transfer, Access and Management 
FTP  File Transfer Protocol 
GUI  Graphical User Interface 
ISO  International Standards Organization 
ITU  International Telecommunication Union 
MLOC  Million Lines of Code 
MML  Man Machine Language 
OMC_G Gateway Operation and Maintenance Center 
OSI  Open Systems Interconnection 
PDU  Protocol Data Unit 
SDL  Specification and Description Language 
SEI  Software Engineering Institute 
SNMP  Simple Network Management Protocol 
SQL  Structured Query Language 
TMN  Telecommunication Management Network 
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